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INTRODUCTION 

Identity and the agentic web 
The agentic web is an emerging phase of the internet in which AI agents, acting on 

behalf of people or organizations, discover information, interpret it, make 

decisions, and complete multi-step tasks across digital systems. 

Agentic commerce is at the vanguard of this transformation because, as McKinsey & 

Company notes, the infrastructural elements enabling agentic interaction are already in 

place from decades of e-commerce — digital catalogs, checkout, payments. The launch and 

rapid uptake of protocols that enable agents to access outside systems in a standardized 

way, such as Anthropic’s Model Context Protocol (MCP), or allow agents from different 

companies to interact with each other, such as Google’s Agent-to-Agent (A2A) protocol has 

led analyst companies to forecast rapid growth in the sector, either as projections of the 

value of goods transacted through AI agents, or in terms of the size of the market for the 

technology that enables those transactions. 

On transaction value, Juniper Research estimates that agentic commerce will hit $8 billion 

globally in 2026 and grow to $3.5 trillion by 2031 in terms of goods bought — a trajectory 

driven by a projected user base of shoppers expanding from under 300 million to 1.3 billion 

over the same period. McKinsey & Company projects $3 trillion to $5 trillion globally by 

2030, including up to $1 trillion in orchestrated retail revenue for the U.S. alone. More 

conservative estimates bracket the lower end: Bain & Company sizes the U.S. market at 

$300–500 billion by 2030 (15–25% of e-commerce), and Morgan Stanley at $190–385 billion 

(10–20% of online sales), a spread that reflects differing definitions of what counts as an 

“agentic” purchase. 

On the market for the enabling software and platforms, Grand View Research estimates a 

2026 market size of $7.7 billion, growing at a 35.7% CAGR to $65.5 billion by 2033. A 

broader measure that folds in the surrounding retail ecosystem — supply-chain agents, 

dynamic pricing and loss prevention — comes from Mordor Intelligence, which sizes the 

agentic-AI-in-retail-and-e-commerce market at $60.43 billion in 2026, reaching $218.37 

billion by 2031. The gap between the two figures is a matter of scope: Grand View 

measures agentic commerce narrowly, while Mordor captures all agentic AI deployed 

across retail operations, much of which never touches a consumer checkout. 
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Across every forecast, the constraint is the same: Juniper identifies trust as the number-one 

barrier to adoption. And this trust requires infrastructure that can verify which agents and 

which people sit on either side of a transaction and who is authorized to do what. 

This market transformation has rapidly displaced the previous ‘next version of the internet,’ 

— the “read, write, own,” decentralized, tokenized, blockchain version of the web (web3) — 

as the focus of development and investment. In part, that’s because AI quickly became 

accessible and ubiquitous through obvious use cases and tangible benefits, all in ways that 

blockchains, tokens, DAOs and NFTs never really did at scale. 

But we should not write off web3 just yet; in fact, one of its key elements, decentralized 

identity,  is — as this paper argues — critical to making analysts’ AI predictions come to 

pass. 

The thesis is this: For each interaction in the agentic web to be maximally secure and 

compliant will depend on three things: whether the agent is cryptographically bound to a 

legitimate organization or person; whether the agent is allowed to perform a given action; 

and whether the person agreed to that given action. Decentralized identity technology 

provides a simple, efficient way to answer these questions, and a way to establish agentic 

governance. It also provides some unique capabilities that facilitate the web as a free 

market, which we’ll explore later in this paper. 

A snapshot of the emerging agentic web 

 
Figure 1. Where agentic activity is concentrated across the economy. Illustrative estimates for direction, not a data-backed 
market measurement. 
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THE PROBLEM 

The identity problem in enterprise AI agents 
Earlier this year, Gravitee, an enterprise software company focused on AI agent 

management released two surveys on how enterprises are deploying and 

securing AI agents. In total, over 1,600 CIOs, CTOs, VPs of Engineering, and Heads 

of Platform in the U.S. and UK, responded, spanning financial services, healthcare, 

telecoms, manufacturing, and travel/transport. 

The first, February, survey (over 900 respondents) found that almost half of technical teams 

(46%) relied on shared API keys for agent-to-agent authentication, which meant that they 

couldn’t answer “which agent did x?” 

Because each agent uses the same API key for authentication, they all resolve to a single 

principal in the activity logs. There is no visibility on what any given agent is doing at any 

given moment because any agent is the same as any other agent: they all share one 

credential and resolve to one identity. 

Secondly, the survey found that over a quarter of teams (27%) resorted to custom, 

hard-coded logic for agent-to-agent authorization. Architecturally, this precludes any 

visibility on the decisions made by agents, as the decision is determined by internal coding 

instead of deferring to a policy decision point. 

As Gravitee puts it: “When agents share credentials or use hard coded logic, accountability 

breaks down. If an agent creates and tasks another agent (a capability held by 25.5% of 

deployed agents), the chain of command becomes impossible to audit.” 

Only one-in-five respondents reported treating their agents as having distinct identities, 

while fewer than half of agents (47%) are actively monitored, and more than half run with 

no oversight or logging. Unsurprisingly, given these figures, almost 9 in ten (88%) confirmed 

or suspected a security incident in the previous year, such as an agent gaining 

unauthorized write access to a database and attempting to extract sensitive information. 

As alarming, or perhaps even more so, CrowdStrike’s CTO Elia Zaitsev told VentureBeat that 

even with monitoring, an agent and a human are indistinguishable in default enterprise 

logging. They both produce the same telemetry — except that the agent is capable of 

executing human-like behavior at machine speed. This means that each one of a thousand 

actions across multiple systems looks like a busy user to security instead of an AI agent, 
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which means security cannot respond to threats executed in seconds; the AI-human 

distinction can only be identified — laboriously and expensively — after the fact. 

The deeper problem is behavioral: a delegated agent operates continuously on task until 

completion, sharing a similar telemetry  to a coordinated attack. Given all this, the most 

rational response is to block agent access as the risk of a false negative outweighs that of a 

false positive. This is a significant obstacle to enterprise agent deployment. 

Identity for a borderless web 

The “core problem” of agentic identity rapidly expands when we move beyond a single 

enterprise system. The point of the agentic web is that agents acting on our behalf are able 

to successfully interact with systems they have never met before. 

This is where API keys and hard-coded logic run out of road: there is no shared trust 

domain — no shared context — for establishing who the agent is or what it may do. 

If enterprises struggle to identify their own agents acting within their own organizational 

perimeter, how are they to: identify an agent coming from outside the perimeter; decide 

whether the agent is allowed to do what it’s asking; and verify that its request really traces 

back to the agent’s owner? 

In the agentic web, owners will often be humans; and, in practice, many requests will 

require passing data through multiple agents, thereby requiring the original authorization 

to be portable. Thus, the core requirements for an agentic digital identity to be able to 

successfully navigate and negotiate the agentic web are authentication, authorization, and 

delegated authority. Note that verifying identity and proving delegated authority are 

different problems: knowing what an agent is does not establish what it may do, for whom, 

or for how long. 

These cannot be delivered by systems relying on the “shared secret” model of 

authentication (a static API key baked into an agent’s config, or a bearer token the agent 

obtains through OAuth) because neither provide identity binding to clear the 

authentication hurdle; without that, authorization and delegated authority cannot be 

established. 

Spoof, steal, or replace the key or token — there are myriad ways to do so — and the 

receiving system is none the wiser. And the challenge doesn’t stop there: agentic identity 

and access management must also account for whether these agentic interactions, if they 
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involve personal data, comply with data processing regulations requiring consent, data 

minimization and purpose limitation. 

Finally, after security and compliance, there is the practical challenge of authenticating 

identities across disparate organizations and systems. This is operationally complex, often 

requiring expensive custom integrations with each integration party. 

The agentic authentication gap 

A single delegated request crosses three trust domains. At each boundary, the questions 

governing the hand-off are not answered by bearer tokens or API keys. 

 
Figure 2. A delegated request across three trust domains. At each checkpoint — I: identity (is the agent real, and who 
operates it?); C: consent (did the person agree?); A: authority (may it share the person’s data downstream?). 
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OUR POSITION 

Give agents the same verifiable identity we are giving 
people and organizations — plus the same governance 
Three years ago, Indicio saw that the identity problem for AI agents is the identity 

problem we had already been solving for people. So we applied the same 

decentralized identity technology: a signed, portable credential that the holder 

presents and anyone can verify, without calling back to whoever issued it. 

With Indicio Proven® AI, an agent carries verifiable credentials the same way a person 

carries a digital ID. It can prove what it is and who it works for. It can verify a human when 

that person presents a credential. That person, in turn, can verify the agent by verifying 

who issued its credential. And agents can verify each other. Critically, this authentication 

happens before any valuable data is shared. As a first in the field, Indicio has already 

demonstrated the core of this in practice: an AI agent verifying a Digital Travel Credential to 

gain authorized access to an LLM. 

Decentralized governance, in the form of machine-readable trust lists and instructions held 

by each participant in the software that manages a credential presentation and verification, 

establishes who is a trusted issuer and, if required, who is a trusted verifier. A 

machine-readable trust list allows the digital wallet and credential verifier software to 

automate trust: behold the credential issuers that can be trusted, according to whichever 

organization has authority over the credential ecosystem. Doing this through a publishable, 

cacheable file rather than through a centralized, organizational trust registry provides 

several important operational advantages. 

First, there is no need to divert verification by first pinging a separate trust registry for 

confirmation that the issuer is trusted. Second, you do not have to set up an independent 

trust registry and the administration, oversight and funding required to run it. Third, you do 

not run the risk of that administration turning verification into a toll. Finally, you can 

facilitate offline verification via bluetooth or NFC because the trust list is cached in both the 

presentation and the verifier software. The internet doesn’t have to be on.  

The governance file also contains whichever presentation requirements are needed by 

verifiers for a given use case. This leverages the ability of a credential holder to selectively 

disclose information (depending on credential format) to meet the requirements of data 

and purpose minimization under GDPR. Again, all this is automated. The only action 

required is active consent to share data. 
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All of this enables credential exchanges to scale into credential ecosystems. A credential 

issuer can be quickly added to the trust list and that list pushed out to every credential 

holder and verifier. It also enables credential issuers to restrict who can consume the 

information in a credential. For example, a KYC credential issued by a bank contains 

valuable customer information that other parties will pay to use; a trust list of verifiers 

enables this transaction.  

More broadly, decentralized governance enables the authority closest to the use case to set 

rules for presentation and verification and update them quickly. These were the 

requirements that originally led Indicio to develop its decentralized governance solution 

(DeGov):  a government needed to be able to respond to rapidly shifting information and to 

maximize their accountability for decision-making with respect to credential verification. 

Subsequently, DeGov was developed into the “Credential Trust Establishment” specification 

at the Decentralized Identity Foundation.  

Mutual verification across the agentic web 

With a verifiable credential, proof is self-contained. A credential is able to cryptographically 

prove itself in terms of a) who issued it and b) that the contents have not been altered, 

wherever it is presented. This means that two agents that have never met, in two 

organizations with no prior relationship, can establish trust on the spot. Neither requires a 

shared login, a shared directory, or a prior integration. 

 

Figure 3. Each party verifies the other before sharing data. I: the agent proves its own verifiable credential; C: the person’s 
approval travels as signed proof; A: delegated rights verify as a credential chain. 
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Decentralized governance enables this interaction to be automated — the governance file 

contains a machine-readable trust file for System A and System B so that agents from each 

recognize that each respective system is an approved issuer of credentials.  

Second, decentralized identity enables these interactions to scale across many systems 

(see diagram below) 

Decentralized governance automates and scales trust 

 
Figure 4. Trust scales across many domains through portable trust lists rather than point-to-point integrations. 
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WHAT VERIFIABLE CREDENTIALS ADD 

Five things a verifiable credential does that a token 
cannot 
When two agents authenticate each other, each proves what it is and who 

operates it, and each verifies the other. Once that mutual check holds, a verifiable 

credential does the following five things a bearer/access token cannot. 

1.  Carry authenticated, tamper-evident data. A credential is structured data, digitally 

signed by whoever issued it. If you trust the issuer, you can trust that the data is exactly 

what the issuer signed, because any alteration after issuance is immediately detectable. 

Unlike a token minted for one relying party, the credential is the holder’s to present to 

anyone, each verifier checking the issuer’s signature for itself. 

2.  Carry consent you can audit. Today, when data arrives, the recipient can see who sent 

it but not whether the person agreed to it being sent. To confirm that, they either take the 

sender’s word or ask them for their records. And once the data moves a second time, 

the next recipient must trust the party who trusted the original party. Nobody down the 

line can check for themselves; they can only follow the chain of assurances backward, 

usually after the fact, when an auditor investigates. With a credential, the consent rides 

along with the data as a signed, tamper-evident record, and each recipient checks it 

cryptographically on arrival, themselves. 

3.  Carry delegated authority. An agent can hold explicit, scoped permission to act for a 

person and to pass their data onward, whether to another agent in the same system or 

to one outside it. Because agents act on their own, with no human approving each step, 

that permission has to be checkable by a machine: any recipient can confirm on the 

spot that the agent was authorized to do what it’s doing, and can still confirm it later, 

when an auditor reconstructs what happened. The authority can be set to expire or be 

revoked, so a delegation is withdrawn rather than left standing. Revoking it only stops 

future use. It doesn't undo what the agent already did while the permission was valid; 

those actions stay provable. 

4.  Reveal only what is needed, or nothing at all. An agent can present only the specific 

fields a task requires. With predicate proofs it can go further and prove a fact without 

revealing the data behind it — for example, that the person is over eighteen without 

disclosing their birth date, or that an account balance is sufficient without disclosing the 

amount. Privacy is built into the request. 
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5.  Establish trust across organizations without bespoke integration. Portable, 

machine-readable trust lists, published by a given authority for a credential ecosystem 

or use case or sector, establish which credential issuers are trusted. These 

machine-readable files are held in the software of each credential holder and verifier. A 

receiving system verifies a credential against the issuer’s signature and checks the 

issuer against the trust list, without a pre-negotiated connection to the party presenting 

it or being diverted to a third-party trust registry spun up to centrally administer the 

trust list. Agents that have never met can transact, and trusted interactions scale 

without the hand-built integration that trust between organizations has always required 

or the bureaucratic and operational challenges of incorporating an independent trust 

registry. 

 

Figure 5. What a verifiable credential does that a bearer or access token cannot.  
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THE LANDSCAPE 

Border-limited or borderless agentic identity? 
The market agrees that agents need identity. The question is how agent trust can 

cross the organizational boundary, and how much of identity, consent, and 

authority a given approach can travel with it. 

Enterprise identity platforms extend familiar controls to agents. They establish identity and 

authority, but inside a single organization and centralized on one provider: they stop at the 

boundary the agentic web is meant to cross. Agent and non-human identity tools discover 

agents and issue short-lived, task-scoped authority, typically brokered from a central point; 

this governs access within a domain without making trust portable between domains. 

Agent payment protocols solve one critical element of interaction: cryptographic proof that 

a person authorized a purchase. 

This is where solutions converge on the approach this paper describes. Google’s Agent 

Payments Protocol carries its mandates as W3C Verifiable Credentials, chaining a signed 

intent, cart, and payment mandate into an auditable record of what the person authorized. 

It is a working demonstration of consent and delegated authority carried as verifiable 

credentials. It is also deliberately bounded: AP2 binds a mandate to the person rather than 

the agent, and leaves agent identity to a separate protocol. It settles consent and authority 

for a purchase and leaves open the question of what the agent is and who operates it. 

That open question is the identity layer, the part decentralized identity solves, and the one 

Indicio Proven AI provides. 

The agentic web will flourish when identity, consent, and authority are all fully portable, so 

that agents from different organizations can establish trust on first contact, with no shared 

login and no integration arranged in advance. The market has adopted the credential for 

consent and authority; extending the same model to agent identity is the next step. 
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WHERE INDICIO FITS 

Portable trust, delegated authority, privacy-preserving 
Most of what the market now calls agentic governance watches agents at runtime 

inside an organization that already trusts them. It governs what an agent may do, 

but it does not establish whether the same agent, its authority, and the person 

behind it can be proven to a new party. Verifiable credentials answer these 

questions, facilitating interaction across organizations, through the following 

capabilities. 

 
✓  Decentralized. Trust travels in the credential and is checked against the issuer’s 

signature, so there is no central directory to query at the moment of verification. 

Credentials stay portable and reusable across formats and organizations, tied to open 

W3C standards, not one vendor’s ecosystem. Two parties with no prior relationship can 

establish trust on first contact. 

✓  Delegated authority. An agent holds scoped, revocable permission that traces back to 

a human mandate, and it can pass a subset of that authority to another agent. The 

chain stays verifiable end to end, so authority can be narrowed at each hop and 

withdrawn rather than left standing. 

✓  Privacy-preserving. An agent presents only the data a task requires, and with predicate 

proofs can prove a fact without revealing the data behind it: that a buyer can cover a 

purchase without disclosing the balance, or that a person is over eighteen without 

disclosing a birth date. 

✓  Mutual authentication. Verification runs in both directions. A person and an agent, or 

two agents, each verify the other before any data moves, instead of one party proving 

itself to a gatekeeper. 

✓  Built on proven foundations. That foundation is production-proven for human and 

organizational identity. We have also shown the essential step working in practice — an 

AI agent verifying a real credential presented by a person before acting on their 

request. The broader architecture described in this paper is what we are now building 

on top of that. 
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CONVERGENCE ON STANDARDS AND SPECIFICATIONS 
The standards bodies, and now, regulators, are converging on verifiable credentials for 

agent identity. A W3C community group has formed to specify how agents present 

credentials that bind them to the organizations they act for, coordinating with the OpenID 

Foundation and the Internet Engineering Task Force (IETF). The MCP identity specification, a 

proposed layer built on decentralized identifiers and verifiable credentials, has been 

contributed to the Decentralized Identity Foundation (DIF).  

In the United States, the National Institute of Standards and Technology has opened an AI 

Agent Standards Initiative and, through its National Cybersecurity Center of Excellence, 

framed agent identity and authorization around four requirements: a distinct, verifiable 

identity for each agent, scoped authorization for the agent, an audit trail, and 

non-repudiation that ties an agent’s actions back to the human authority that initiated 

them. The Cloud Security Alliance has reached the same conclusion on mechanism, 

recommending decentralized identifiers and verifiable credentials to give agents portable 

identity across organizations without a shared identity provider.  

At the transaction layer, Google’s Agent Payments Protocol already carries its mandates as 

W3C Verifiable Credentials, and the U.S. Treasury has endorsed verifiable credentials as a 

priority technology.  

Regulators are moving the same way: Singapore’s Infocomm Media Development Authority 

published the first governance framework dedicated to agentic AI, which expects each 

agent to carry a verifiable digital identity and an auditable record of who authorized its 

actions.  

The industry is settling on portable, verifiable credentials as the way agents establish trust, 

and Proven AI layers into systems already in production rather than asking anyone to start 

over.  
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IN OPERATION 

From capabilities to live A2A transactions 
We’ve described the capabilities of decentralized identity technology, now we take 

a look at what actual A2A transactions involve, such as an agent transacting on 

your behalf with agents it has never met. 

Planning and booking a vacation: instead of spending hours cross-referencing flights, 

hotels, and reviews, you have your agent do it for you, by giving it scoped parameters — 

“where, when, how long, how much.” Your buyer agent interacts directly with the “seller 

agents” of various airlines and hotels, event spaces and services. It could even do the hard 

work of negotiation, leveraging its ability to process swathes of information instantly. 

Without verifiable credentials, this interaction is perilous. A fake seller agent outputs 

real-looking fare quotes because it can replicate the JSON schema of a real seller and look 

structurally identical. DataDome found that a spoofed agent identity was given a free pass 

on roughly four in five sites, and it documented cases of agent infrastructure being 

co-opted to run SQL injection and cross-site scripting attacks. Standard API keys and bearer 

tokens prove only the possession of a string of code; they are not cryptographically bound 

to a verified, real-world organizational identity. This is the identity roadblock preventing 

safe agent-to-agent commerce. 

With verifiable credentials, however, each interaction starts with mutual authentication 

before any data is shared: the buyer agent cryptographically verifies the issuer of the seller 

agent credential and the seller agent verifies the issuer of the buyer agent credential so 

that each party knows who they are dealing with before a task runs. 

“You can spoof an agent, but you cannot spoof the airline’s private cryptographic key.” 

That key is what the verification of the airline agent depends on and the presence of the 

airline on a trust list also establishes that you can trust the airline as a credential issuer. 

This agent-to-agent authentication is what today’s payment protocols do not address. 

The trust list also establishes whether the seller should be trusted at all. When a buyer’s 

agent is about to release a payment mandate, or a delegated authority to act, to a seller’s 

endpoint, the process is automatic and there is no human oversight. The stand-in for that 

human oversight is the verifier trust list, which establishes that the seller has been vetted 

by a human authority and that that authority is accountable to that vetting. Before 
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releasing anything of value, the buyer agent confirms the seller sits on this list of accredited 

merchants. Without the trust list — governance — an agent can verify a credential perfectly 

and still hand a mandate to a merchant that no one has vetted. 

The trusted seller agent will also want proof of the buyer agent’s authority. You tell your 

buyer agent, “I want an aisle seat toward the front, choose the best class of seat, but don’t 

pay more than $1,500.”  

To buy, the agent has to prove to the seller it holds the authority to do so. Instead of 

handing over a reusable token, it presents a mandate: a one-time, cryptographically signed 

authorization describing the amount, the counterparty, and the transaction it belongs to, 

signed by the human’s own authority and delegated to the agent.  

This is the mechanism Google’s Agent Payments Protocol now standardizes, carrying its 

mandates as W3C Verifiable Credentials. Because these details are bound into the 

signature, the mandate works only for this purchase. Change the amount, the recipient, or 

the transaction and the signature no longer validates, so it cannot be replayed against a 

second purchase or redirected to a different payee. 

The result is that transactions can be completed between buyer and seller agents that have 

no prior relationship, where trust comes from the credential issuer’s signature, and where 

each step, on both sides, can be signed into a tamper-evident record.  

 

 

Figure 6. “You can spoof an agent, but you cannot spoof the seller’s private cryptographic key.” Verification runs both ways: 

the buyer checks the seller against a verifier trust list, the seller checks the buyer’s issuer against an issuer trust list, and a 

one-time mandate is verified before payment.  

Identity, Commerce, and the Agentic Web 19 



Notes. ​
1. To verify a business or institution, a public key needs to be anchored to a DID or a trust registry, which is straightforward — 

this is how decentralized identity is being deployed today. To verify who issued a credential to the buyer agent when that 

issuer is a person requires some way to verify that the person is real and can be trusted. That’s a challenge given that, 

outside of government-issued ID that can be globally validated, such as a passport (validated cryptographically by checking 

with the International Civil Aviation Organization’s PKD), there is no centralized authority issuing individuals with identity. 

2. There are challenges here for an open agentic web of many sellers: who manages the trust list? How will a seller in one 

country know an issuer in another is legitimate? How fast can revocation propagate? These are problems that will require 

deft governance to solve. 

 

A challenge, a solution, a possibility for disruption 

As the notes to the previous diagram point out, mutual authentication currently works in 

decentralized identity when the issuer of a credential can be verified, and a trust decision 

can be made about that issuer and encoded in a governance file. That is straightforward 

when an issuer is a government, a bank, or a well-known brand. Scaling and managing the 

trust list to accommodate many or all such organizations will be an interesting challenge; it 

may be better to think of the agentic web as something that will emerge as an ecosystem of 

ecosystems, rather than spring into being as a flat, borderless universe. 

The second problem is ‘who trusts the credential issuer when the issuer is a random 

individual?’ One way around this “trust anchor” issue is for the buyer to have, and their 

agent present, a “KYC” — “Know Your Customer” — credential proof in addition to or part of 

the mandate credential. Presently, Indicio is working with financial services companies to 

deploy such credentials to enable remote customer onboarding, account access, and — 

critically — payments between counterparties that have never met before, such as in the 

case of parties engaged in cross border payments. The credentials are generated after 

state-of-the art IDV that includes validating government-issued ID and authenticating 

biometrics, and combining both in a credential that binds them to the individual. Once 

again, if you trust the institution doing the KYC, you can trust the bearer of the KYC 

credential. 

Thus, in the agentic transaction, the buyer agent is asked to present a credential proof 

about the buyer that a trusted institution issued in addition to the mandate credential 

authorizing and determining the scope of the request. The seller and their agent are able to 

assess the request and determine the trustworthiness of the buyer on the basis of trusting 

or not trusting the issuer of the KYC credential. Given that the issuers of KYC credentials are 
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highly-regulated institutions, this makes a seller trust list much more viable a technical 

proposition.  

This is all easier to understand if we diagram it:​

​
Trusting the buyer: a KYC credential as the anchor​
​

​
Figure 7. The individual is the subject of a KYC credential issued by a regulated institution, not an issuer the seller must vet 

on its own. The buyer’s agent presents proof of KYC status alongside the mandate, and the seller checks the credential’s 

issuer against a trust list of regulated KYC providers.​
 

This aligns with the direction of digital identity in finance. The U.S. Treasury's GENIUS Act 

report to Congress names verifiable credentials and their privacy-preserving mechanisms 

as central to combating identity fraud and streamlining customer identification and 

compliance. It is not unreasonable to see the spread of KYC credentials co-evolving with the 

spread of agentic commerce. It is also worth noting here that Indicio has successfully 

shown how AI agents can verify people through the presentation of Digital Travel 

Credentials. 

We are still confining ourselves to talking about the identity layer that sits beneath the 

payment layer, and which establishes proof of who the parties are, that a person 

authorized the purchase, and how far that authority extends in an auditable, tamper-proof 

way.  

But credentials could also run the payment layer. The reason is DIDComm (decentralized 

identifier communications), a protocol that enables DID holders to create secure, 
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peer-to-peer channels on mobile devices. We’ll delve into what this is and what it does later 

as it has important technical implications for agentic interaction. For now, it will suffice to 

note that DIDComm provides secure rails for verifiable claims to travel between mutually 

authenticated parties and over mobile devices. If these claims are to become payments, 

then they will need a ledger to resolve the claim, which is hardly an insuperable challenge.  

What are the implications of this move? If we see current payment networks as trust 

brokers providing settlement utilities, then DIDComm is the utility that allows verifiable 

claims to travel without the broker: Money can settle anywhere if you’re on a trust list. And 

any KYC provider can spin up payment rails. Sounds wild? Virtually no one was talking 

about AI agents as deployable technology before 2023. 

Autonomous negotiation 

Back to agentic commerce: once buyer and seller agents can authenticate each other and 

carry delegated authority, they can also bargain. If your buyer agent’s credential format 

supports predicate proofs, you can give it a ceiling or a price range, and it can negotiate 

without revealing what you are willing to pay. A seller agent with the same capability can 

hold its floor without disclosing it. Bargaining becomes near-instantaneous, and it stays 

conditional on verifiable facts: a seller agent can require proof that the buyer agent is 

authorized to spend up to a stated amount before it engages. 

This is what keeps agentic negotiation from collapsing into the seller extracting maximum 

surplus on every deal. If a buyer agent had to disclose its reservation price to prove it could 

pay, the buyer would lose the negotiation before it began. A predicate proof lets it prove 

capacity without revealing the figure. 

The capability this depends on is not yet native to the credential formats the market has 

shipped. Predicate proofs and unlinkable presentation are only now being mandated, 

notably by the EU for its digital identity wallet, and we return later in this paper to why they 

become essential once agents transact at volume rather than a few times a month. 

The API-first web needs verifiable data 

Provable identity and authority are not the only proofs an open agentic web requires. The 

data an agent acts on has to be trustworthy too. As agentic search grows, more of the web 

will be exposed to agents as structured data through APIs rather than as the HTML and CSS 

built for human eyes. Frictionless access to structured data suits a web increasingly 

navigated by software. 
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That efficiency raises a question: how does an agent know the data it retrieves is genuine 

and unaltered? There are two distinct risks here. The first is provenance and integrity, 

whether a price, an inventory count, or a refund term really came from the seller and has 

not been changed along the way. 

The second is indirect prompt injection, where instructions hidden inside retrieved content 

are read by the agent and executed as if they were commands. Both are documented. 

Prompt injection is the top-ranked risk in the OWASP Top 10 for LLM Applications, and the 

indirect form targets exactly this case: instructions planted in scraped pages and other 

ingested content. 

Verifiable credentials answer the first risk directly. A claim signed by its issuer cannot be 

altered undetected, and any agent can confirm who issued it. They constrain the second 

only to the degree that an agent acts on verified data and disregards instructions 

embedded in unverified content. Provenance is what a credential guarantees; an agent’s 

discipline about what it will treat as an instruction is what limits injection. 

To compete in agentic commerce, brands will need their claims, prices, inventory, 

availability, refund terms, ratings, and sustainability data rendered as verifiable claims a 

buyer agent can check cryptographically and act on safely. 

If SEO made the web searchable to humans (via web spiders and indexers), verifiable data 

will make the agentic web trustworthy to machines. Data that can be verified is data that 

can be acted on immediately, and it will separate a brand an agent will transact with from 

one it passes over. 
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THE IMPACT ON BUSINESS 

Portable trust and economic activity in the agentic web 
The mechanics of scalable, portable, cost-effective trust will not just make 

individual transactions safer and lift the burden of data privacy compliance, they 

will change the economics of doing business. There are many factors at play here, 

so think of this as a thumbnail sketch of the near future rather than photographic 

evidence. 

 

1. Organizational transformation.  

The same delegation that lets a buyer agent act for you also lets an orchestrating agent 

delegate tasks to other specialist agents: one drafts, one checks compliance, one writes 

code. What makes this safe to run is accountability. Each sub-agent holds scoped, 

revocable authority that traces back to the original human mandate, and each action it 

takes is signed. When the task is completed, there is a tamper-evident record of which 

agent did what, under whose authority, and whether a compliance check was real. That 

record is what lets a company hand work to a machine workforce and provide an 

accountability trail. This is the chained delegation that AP2’s mandates and the emerging 

agent-identity specifications are reaching for. 

2.  As the cost of verification drops, the scope of business expands.  

There are many kinds of transactions where the verification needed to make the 

transaction feasible is difficult or expensive or both. Take small business lending: how do 

you trust the paper documents provided by the business when they can so easily be 

fabricated using AI? Check each one by going to its source? It’s just simpler and more cost 

effective to deny the loan. 

The problem is that verification cost is largely fixed rather than proportional to the deal 

size, so it sets a floor below which checking costs more than the deal is worth. 

On the other hand, a bank-issued or tax-authority credential is unforgeable, 

tamper-evident, and instantly verifiable. It enables the borrower to present authenticated 

data and the lender to instantly verify the source of the credential and the integrity of the 

data. If the lender trusts the institution that issued the credential, they can trust the data. 

The risk assessment may still decline the loan for other reasons, but the lender no longer 

spends time and money establishing whether the data is genuine. 
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The institutions that can attest already hold the facts as a byproduct of what they do. A 

bank knows what moves through an account and can attest to average balances, cash flow 

over a period, or an account’s standing. A company registry holds a business’s owners, 

directors, and the charges registered against its assets. A tax authority knows whether 

filings are current and in good standing. A court registry is a record of judgments. The 

marginal cost of attesting to what they already know is near zero, and the authority to 

attest is a moat these institutions have and intermediaries do not. 

All this information can be instantly verifiable, made reusable, and programmed to expire 

through a credential. In doing so, the barriers to doing business transactions that were 

never worth checking, especially low-value ones, become feasible business. 

 

Figure 8.  What blocks small deals is the fixed labor and delay of manual verification, the same cost whether the deal is 
large or small, so it sets a floor below which checking is not worth it. A credential check can still carry a fee, but it avoids the 
cost of a manual check, and is instant and reusable: it scales with the deal instead of blocking it. Illustrative, not to scale. 
 

3.  The time between diligence and decision approaches zero.  

At present, due diligence can take days and sometimes weeks or months. A KYC credential 

from a trusted issuing institution that combines authenticated biometrics and document 

validation can attest to identity instantly. Your buyer agent presents it as your 

representative for executing a transaction and the seller agent does the same, say by 

presenting an organizational credential. The diligence step that once took days is 

shortened to the time it takes to verify a credential. Or imagine you delegate your agent to 

collect all the relevant credentialed attestations and documents from a variety of 
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institutions for a mortgage application and then present that to a mortgage seller agent for 

verification. At the same time, resources can be more efficiently directed to applications or 

signals that require further analysis. 

4.  Diligence is reusable.  

Instead of reproducing the same diligence and KYC processes for each new counterparty, 

verifiable claims and documents are reusable until they are either programmed to expire 

or are revoked. Delegate your agent to gather the attestations and documents for a 

mortgage application from a range of institutions, and it can present the same verified data 

set to a dozen mortgage seller agents rather than assembling it a dozen times. 

5.  Trust is portable; governance turns it into a market.  

In theory, parties that were previously unknown to each other anywhere in the world can 

easily and rapidly establish the trust to transact: a business can be certain about the origin 

of a credential and that its contents haven’t been altered, each of which eliminates 

uncertainty about the transaction. In practice, the transaction still depends on whether 

each party trusts the other’s credential issuer. Not all issuers will carry equal authority, and 

trust establishment and governance frameworks will be decisive factors in deciding which 

credential issuers to trust. 

As noted earlier, the key element of decentralized governance is the machine-readable 

trust list, published by an authority and propagated among every participant in a network. 

The trust list turns this network into a market by becoming an admission decision.  

A seller is on the list because an authority vouched for it and it met criteria for inclusion; 

being on it lets that seller accept agent-mediated transactions. This gives an ecosystem 

operator a natural place to build a business. The network makes trusted, reusable claims 

available and participants are admitted to the list that lets them issue or accept those 

claims. Admission is the thing they pay for, and it is also a way to monetize credential 

verification.  

In effect, the verifier is paying a small fee to access trusted data; this fee can recompense 

the issuer for doing the difficult work of assurance and the trust authority for administering 

the governance that facilitates the market. The card networks work the same way. A 

merchant is admitted to a network that lets it accept trusted payments; here, a participant is 

admitted to a network that lets it accept trusted claims.  
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Two trust lists drive this: the issuer list grows the network by widening what can be proven, 

and the verifier list turns that network into a market by governing who may access it. This is 

a governance choice an operator can make, not an automatic property of the technology, 

but it is what lets a trust fabric fund and sustain itself. 

 

Figure 9. The issuer list expands the network: each issuer increases the range and scope of credentials that can be verified; a 
verifier list enables verification to be monetized. 
 
 

6.  A transparency cascade.  

The easier it is to verify something as trustworthy, the more sellers will make provable, the 

harder it will be to compete if you can’t provide similar assurance of trust. Silence where 

others are transparent is a well-established market signal (the unraveling principle), and as 

more sellers provide verifiable proofs, the signal from the pool of sellers failing to do so 

becomes stronger. Customers will assume that these sellers are hiding something for a 

reason. 

In practice, it isn’t that easy to assess what a seller is not saying and why. But a buyer agent 

is free from human constraints: it will simply not negotiate with sellers that don’t provide 

proof of the requisite attribute. The question then is whether the buyer will know to ask 

their agent to check for this attribute? It may be that sellers will not take the risk, especially 

if the proof is affordable to provide. It may be that the consumer guides of the near future 

become “here is the list of questions your agent should ask when you’re in the market for 

X” — and you ask your agent to read that (in fact, that is what a subscription to such a guide 

will entail). And, of course, there will be attributes and costs that are contested in the 
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marketplace, or are not available for certain fields or geographic areas. All of these factors 

can arrest cascades. 

7.  What is provable may crowd out what is not.  

Buyer agents will optimize for what they can check; sellers, in turn, will optimize for what is 

being checked. Qualities that matter but are resistant to being proved risk being 

discounted. As with any measure that becomes a target, expect unintended consequences 

and consumer recalibration as the market adjusts to what agents can and cannot verify. 

8.  Defense against algorithmic price scraping.  

How autonomous agents price in a market is likely to spark regulatory interest. For 

example, sellers deploying thousands of fake buyer agents can make what should be 

invisible — a buyer-seller negotiation — into an observable phenomenon: where does a 

buyer start and where do they concede, where does a seller start and where do they 

concede?  

Verifiable credentials prevent this by raising the cost of probing: each party only negotiates 

with a counterparty that presents a credential proving they’re a real agent operated by a 

known platform acting under delegated authority. Any party that wanted to probe the 

other would need thousands of different credentials tied to the same identity, 

simultaneously increasing cost, detectability, and triggering rate limiting. 

9.  Predicate proofs protect the buyer’s surplus.  

As transactions accumulate, each presentation discloses information about the buyer’s 

price ceiling; at some point, the number of presentations against the same seller will 

converge on what that ceiling is. One, partial, answer to this is unlinkable presentation, so 

that a seller cannot aggregate multiple proofs from the same buyer. That capability is not 

yet native to the credential formats currently being deployed in most markets, though it is 

now being mandated: the EU requires zero-knowledge-proof support in its digital identity 

wallet. But it would also require anonymous transactions, because otherwise the seller is 

going to aggregate data tied to your name, even if the cryptography prevents the 

aggregation of your data based on the presentation meta data. 

10.  Predicate proofs keep pricing lawful.  

Dynamic pricing, which responds to market conditions such as inventory, demand, and 

seasonality, is lawful. Personalized pricing, which responds to the characteristics of an 

individual consumer rather than to the market, invites regulatory focus. California’s 
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Attorney General announced an investigative sweep in January 2026 into how companies 

use personal data to set individualized prices, testing under the CCPA’s purpose-limitation 

principle whether consumers reasonably expect their data to be used this way. The FTC’s 

earlier surveillance-pricing study, which issued 6(b) orders to eight intermediary firms, 

found their tools drew on location, browsing history, and purchase patterns to set 

individualized prices in real time. A buyer agent that inadvertently leaks its principal’s 

reservation price makes personalized pricing work, automatically, at scale. Predicate proofs 

and unlinkable presentation are able to keep agentic commerce lawful. 

11.  Continuous pricing.  

When a seller agent can verify conditions and act on them without human latency, the cost 

of changing price is trivial. That could drive prices toward behaving like stocks, responding 

continuously to a global network of agents reacting to verifiable conditions of scarcity and 

surplus. Responding instantly to a genuine shock is one thing; treating every repricing as 

free and reacting constantly to small fluctuations is another, and the two will not suit every 

sector equally. Some markets will welcome the added price information; others will not. 
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THE SCALE CHALLENGE 

What does the agentic web need that first-wave, 
human-focused digital identity can’t provide? 
We have described what verifiable credentials will make possible; now, we look at 

what the agentic web will demand, and why the decentralized identity technology 

built for people does not fully meet its needs. 

First, there’s a functional distinction between human and non-human digital identity: 

agents do not act like people. They act constantly, at machine speed, on other people’s 

behalf, across systems that have never met them. That difference changes how often 

credentials are shown, where the authority to act should be, and what infrastructure is 

needed to keep it there. Let’s look at each in turn. 

The shift to decentralized identity is presently human-focused, for obvious reasons: it is 

where legacy authentication has broken, and it is where the efficiency, security, and 

compliance gains are immediate. For the task of presenting a person’s identity document, 

the simpler credential formats are the right tool, and much of the market has settled on 

several of them; not one. 

What will not happen is convergence on a single format. There is, presently, no universal 

credential for every purpose and there is unlikely to be one. Different purposes call for 

different formats, and new formats will keep arriving as new capabilities are needed. The 

European wallet can mandate a format for its own domain; it cannot make the rest of the 

world, or the AI ecosystem, adopt one. Plurality is the permanent condition, and the 

capability that answers it is interoperability: the ability to work across whatever formats an 

agent encounters, rather than betting on one format winning out. Interoperability is, 

therefore, the first thing the agentic web needs.  

The second requirement is access to predicate proofs and unlinkable presentation. The 

first wave of decentralized digital identity could treat those features as nice-to-have, 

because a person showing an ID a few times a month rarely needed them. But machine 

speed means an agent can operate across many formats and make thousands of 

presentations a week.  

This is the frequency profile that separates non-human from human identity. A person 

presents a driving license a handful of times a month. An agent, depending on its role, 

might present proofs thousands of times a week, to overlapping counterparties, on behalf 

of the same principal, across a market that is continuously observing. Linkability that is 
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harmless when a human shows a card at a bar becomes a problem when software shows 

the same proof ten thousand times: each presentation is a data point, and enough data 

points reconstruct, or narrow the range of, the data points individual proofs were designed 

to protect. 

The market has optimized for a presentation frequency that autonomous systems will 

exceed by several orders of magnitude. At that volume, predicate proofs and unlinkable 

presentation stop being optional and become the enabling conditions under which agentic 

commerce and compliance can function. 

This is easiest to see in regulated finance. Because manual verification is slow and costly, 

financial institutions currently perform KYC/KYB checks on long, periodic cycles; but as 

automated, reusable KYC/KYB credentials make verification instant and cheap, that cost 

barrier disappears. Instead of yearly reviews, banks will be able to verify counterparties at 

every trade, drawdown, or large payment. Compliance becomes a constant, per-transaction 

process, generating upward of tens of thousands of verifiable credential exchanges a week 

for a single institution. 

Finally, beyond commerce, a world of autonomous systems composed of multiple devices 

and controllers shifting to agentic control will require continuous verifiable exchanges 

across boundaries: energy grids communicating with substations will need “prove before 

you execute this command;” robots handing off tasks to each other, drones negotiating 

airspace — the list of entities meeting each other for the first or thousandth time is 

endless. 

The impending ubiquity of agents makes the next question critical: if agents are to 

continuously  present proofs across multiple domains, who holds their authority to act and 

where? 

What changes when one company can act as millions 

An agent that acts for an enterprise or a person must hold something that lets it do so. 

Today, for a cloud-hosted agent, that something is a token, a session, or a stored card, 

sitting in the provider’s infrastructure. The provider holds, for each of its users, the means 

to transact in that organization’s or person’s name. 

If the token or key leaks, an attacker can act as the user. This is the same shared-secret 

failure the opening of this paper described, now at its maximum blast radius: at consumer 

scale, where a single AI company holds the power to act as hundreds of millions of people, 

it becomes the largest shared-secret liability that has ever existed. The risk of spoofing 

Identity, Commerce, and the Agentic Web 31 



applies to enterprises too, again because a token proves only possession and not the 

identity of whoever holds it. 

In the first two months of 2026, DataDome’s Galileo research team tracked almost eight 

billion agent requests and found that impersonation of recognized agents was widespread, 

with a single spoofed agent identity accounting for more than sixteen million spoofed 

requests. 

What changes when authority has to live on a mobile device 

Both frequency and custody point to the same fix: the authority to act should move off the 

provider’s servers and onto the user’s device. While a phone cannot run a frontier model, a 

digital wallet on the phone can hold the person’s cryptographic key and the credentials that 

grant authority. From these, it derives the proofs an agent needs in order to act. The key 

stays bound to the device and the proof is now portable: the provider’s infrastructure only 

has to verify. What the provider does not need to hold, it does not need to process. 

Managing keys on a phone, backing them up, recovering them, and revoking them if the 

device is lost requires new operational processes and diligence. But these are significantly 

less complex and less onerous than the provider storing authority for millions of users. 

However, an agent acting for a person needs to reach that person at unpredictable 

moments, on a device that is often offline; this is a messaging problem the common 

credential-presentation protocols were not built to solve. In typical deployments, 

presentation protocols such as OpenID for Verifiable Credentials assume the wallet is 

reachable at the moment of exchange, which works when a person is actively showing an 

ID.  

This is a reasonable assumption for a live human presenting a credential, but it does not 

hold for an agent that must obtain fresh authority from a principal whose phone is asleep, 

roaming, or behind a firewall. 

This is where DIDComm, a messaging protocol for decentralized identifiers, does what a 

request-response exchange cannot. A mediator — software hosted in the cloud — holds 

the encrypted message until the device comes online and asks for it, and only the device 

can decrypt it. The agent can send now and receive an answer hours later, over a different 

network, without the person having been reachable in between. Presentation protocols 

and messaging protocols work at different layers, and an agentic wallet will use both: one 

to present credentials, the other to carry the asynchronous exchanges. 
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This is the most far-reaching implication of decentralized identity for the agentic web: 

DIDComm and mediation enable asynchronous authority on the edge, while reasoning 

stays in the cloud.  

Mediation 

All this depends on reliable, scalable mediation. Phones sleep, change networks, and sit 

behind firewalls. Messages have to be queued, delivered in order, and never lost across 

operational and network gaps. These exchanges have to be encrypted, so the mediator can 

route a message and record who spoke to whom and how often without its operator, or 

anyone else, ever being able to read what was said.  

Mediation is one of the hardest utilities to engineer at scale in decentralized identity, 

because phones sleep, change networks, and sit behind firewalls, so messages have to be 

queued, delivered in order, never lost, and encrypted end to end so the mediator can route 

a message without ever reading it. That is a high bar. Meeting it reliably, at scale, takes real 

engineering and operational experience to get right. That difficulty is a barrier to entry, and 

a barrier to entry is an advantage for whoever clears it first. The agentic web will not need 

one mediator but a whole layer of them, run by many parties — enterprises for their own 

agents, telecommunications providers, wallet vendors, governments. 

Mediation also raises an interesting question for every  agent provider: where will the 

authority to act live — on your systems or on users’ devices? The first is easy to ship; but, it 

also makes you the custodian of hundreds of millions of people’s ability to transact — the 

largest shared-secret liability ever created.  

The scale of this custodial model may simply not be tenable for regulators, as it represents 

a systemic concentration of the authority and means to act. Authority at the edge is safer 

for everyone and more durable; but it works only if mediation is reliable.  

Reliable mediation at scale is therefore what stands between the agentic web and that 

concentration of risk; whoever makes mediation trivial will shape which decision the 

market chooses. 
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Reasoning in the cloud, authority at the edge 

 
Figure 10. The agent ‘reasons’ in the cloud and never holds the credential; the person’s key and credential stay on the device; 
a signed mandate returns through a mediator that holds encrypted messages until the device syncs. 
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WHAT WE HAVE BUILT 

Indicio Proven® & Proven AI 
The agentic web needs more than a way for agents to log in. It needs agents that 

can prove what they are and who runs them. It needs to be able to verify the 

same of whoever they meet. And it needs to do this before any data moves. 

It also needs authority that can be delegated in a scoped and revocable chain that always 

traces back to a person. It needs proofs that reveal only what a task requires, and that stay 

private even when an agent presents them ten thousand times. And it needs that authority 

to live with the person it belongs to, on their device, rather than be pooled in a provider’s 

system where a single breach can expose everyone’s keys and credentials. 

Verifiable credentials, held at the edge, presented across formats, carried by mediation 

that works whether or not a device is awake, this is the foundation that Indicio has built 

and proven for human identity. Proven AI follows on our award-winning, 

analyst-recognized verifiable credential platform1. We have already shown the essential 

step working — an AI agent verifying a real credential presented by a person. The 

architecture described in this paper is what we are now building on that base, using the 

standards regulators have or are adopting. 

The choice in front of every agent provider is whether the authority to act for your users 

sits in your systems or with the users themselves. The safer answer exists and it provides 

foundational capabilities for a dynamic agentic future. 

POSTSCRIPT: WHY THIS MATTERS NOW 

Verifiable agent identity in the wake of Hugging Face 

Hugging Face: likely to serve as a painful reminder, if not a synonym, for the wild west of 

unidentifiable autonomous agents; hopefully the warning to take action on agent identity 

now.  

By relying on heavily privileged, shared access tokens, Hugging Face’s infrastructure 

effectively handed the keys to its kingdom to an escaped, autonomous swarm of AI agents 

that OpenAI was testing. Once inside the perimeter, the swarm gave itself additional 

privileges, ran code on multiple servers, and gained root access on one, according to 

Hugging Face’s own reconstruction of the breach.  
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While this disaster began with agents escaping from OpenAI’s Sandbox, a result — it seems 

— of using a package to connect the agents to the outside world with a hitherto 

undiscovered zero-day vulnerability, the scale of the breach was accelerated by the 

shared-secret model of identity access management. 

We began this paper by pointing out that a stolen token, like an API key, is a shared secret 

which proves only that its bearer holds the string, and not who the bearer is, or what they 

are allowed to do once the string is accepted for entry. We posited that agentic commerce 

and the agentic web are not sustainable if they follow this path of identity and access 

management. We end this paper by simply restating that the shared-secret problem 

enabling the Hugging Face compromise to spread has a solution that will make agentic 

commerce and the agentic web possible: Verifiable credentials, cryptographically bound to 

each agent and carrying scoped, revocable authority.  
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